
Beta–Binomial: Elicitation, Posterior and Credible Intervals
Proportion of Ph.D. students who sleep at least 6 hours per day
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Insper

Disclaimer. These slides were prepared with AI assistance (Claude Opus 5.5, Anthropic).
All results were independently verified by the author through hand computation.
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The exercise
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The exercise

• θ: proportion of Ph.D. students who sleep at least 6 hours per day.

• Data: n = 52 Bernoulli trials, y = 15 successes, so θ̂ = 15/52 ≈ 0.288.

• Likelihood:
p(y | θ) ∝ θ15(1− θ)37.

• Two ways of encoding prior information:

1. a Beta prior elicited from two quantiles;
2. a discrete prior given by a table of expert beliefs.
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Question 1: eliciting a Beta prior from two quantiles

Q. Find a and b for a Beta(a, b) prior for θ when all we know is

P(θ < 0.40) = 0.60 and P(θ < 0.75) = 0.95.

A. Solve the two nonlinear equations

Fa,b(0.40) = 0.60, Fa,b(0.75) = 0.95,

where Fa,b is the Beta cdf (solve in (log a, log b) to keep a, b > 0):

a ≈ 1.445, b ≈ 2.568

Implied prior: mean 0.360, median 0.335, mode 0.221, sd 0.214.
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Question 1: R code

f <- function(p) {

a <- exp(p[1]); b <- exp(p[2])

c(pbeta(0.40, a, b) - 0.60,

pbeta(0.75, a, b) - 0.95)

}

ab <- exp(nleqslv::nleqslv(c(0, 0.5), f)$x)
ab # 1.445 2.568

pbeta(c(0.40, 0.75), ab[1], ab[2]) # 0.60 0.95
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Question 2: posterior under the Beta prior

Q. With n = 52 trials and y = 15 successes, what is the posterior?

A. Conjugacy:

θ | y ∼ Beta(a+y , b+n−y) = Beta(1.445+15, 2.568+37) = Beta(16.445, 39.568)

Mean Median Mode SD

Prior 0.360 0.335 0.221 0.214
Posterior 0.294 0.291 0.286 0.060
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Prior, likelihood and posterior
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Question 3: 95% credible intervals

Q. Find the 95% credible interval for θ under the posterior Beta(16.445, 39.568).
What about the HPD interval?

A.

Interval Lower Upper Length

Equal-tailed (2.5%, 97.5%) 0.1830 0.4182 0.2352
HPD 0.1784 0.4128 0.2344

• The posterior is right-skewed, so the HPD shifts left and is slightly shorter.

• HPD check: the density is equal at both endpoints
(p(0.1784 | y) ≈ p(0.4128 | y) ≈ 1.008).
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HPD interval: the horizontal-line picture
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Questions 2–3: R code

a1 <- ab[1] + 15; b1 <- ab[2] + 37 # 16.445, 39.568

# Equal-tailed 95% interval

qbeta(c(0.025, 0.975), a1, b1) # 0.1830 0.4182

# HPD: shortest interval with 95% probability

len <- function(p) qbeta(p + 0.95, a1, b1) - qbeta(p, a1, b1)

p <- optimize(len, c(0, 0.05), tol = 1e-10)$minimum
qbeta(c(p, p + 0.95), a1, b1) # 0.1784 0.4128

# or: HDInterval::hdi(qbeta, 0.95, shape1 = a1, shape2 = b1)
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Question 4: a discrete prior from expert opinion

A group of experts express beliefs about θ (Table 3.1):

h 0.05 0.10 0.15 0.20 0.25 0.30 0.35 0.40 0.45 0.50 0.55
P(θ = h) 0.05 0.07 0.10 0.12 0.15 0.17 0.15 0.11 0.06 0.01 0.01

Q. With the same data (n = 52, y = 15), find the posterior of θ.

A. Bayes’ theorem on the grid (binomial coefficient cancels):

P(θ = hi | y) =
P(θ = hi ) h

15
i (1− hi )

37∑11
j=1 P(θ = hj) h15

j (1− hj)37
.
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Question 4: discrete posterior

h Prior Posterior

0.05 0.05 0.0000
0.10 0.07 0.0001
0.15 0.10 0.0086
0.20 0.12 0.0822
0.25 0.15 0.2683
0.30 0.17 0.3648
0.35 0.15 0.2094
0.40 0.11 0.0589
0.45 0.06 0.0075
0.50 0.01 0.0002
0.55 0.01 0.0000 0.1 0.2 0.3 0.4 0.5
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Question 4: posterior summaries

• Posterior mean: E (θ | y) = 0.2946.

• Posterior sd: 0.0543.

• Posterior mode: θ = 0.30 (probability 0.365).

• 95% credible set (highest posterior probability):

{0.20, 0.25, 0.30, 0.35, 0.40}, P = 0.984.

Dropping 0.40 leaves only 0.925 < 0.95. With a discrete grid we cannot hit 95%
exactly.
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Question 4: R code

h <- seq(0.05, 0.55, by = 0.05)

prior <- c(.05,.07,.10,.12,.15,.17,.15,.11,.06,.01,.01)

post <- prior * dbinom(15, 52, h)

post <- post / sum(post)

round(post, 4)

m <- sum(h * post) # 0.2946

sqrt(sum(h^2 * post) - m^2) # 0.0543

o <- order(post, decreasing = TRUE) # 95% HPD set

h[o][1:which(cumsum(post[o]) >= 0.95)[1]]
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Comparison of the two analyses

Beta prior Discrete prior

Prior mean 0.360 0.271
Posterior mean 0.294 0.295
Posterior sd 0.060 0.054
95% region HPD (0.178, 0.413) {0.20, . . . , 0.40}

• Two quite different priors lead to nearly the same posterior mean: n = 52
observations dominate the prior.

• The discrete prior restricts θ to a grid; the posterior can only put mass on those
11 values.
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Question 5: comparing the two priors as models

Treat each prior as a model for the same data:

M1 : y | θ ∼ Bin(52, θ), θ ∼ Beta(1.445, 2.568) (beta–binomial)

M2 : y | θ ∼ Bin(52, θ), θ ∼ Table 3.1 (discrete–binomial)

Q. Compute the prior predictives (marginal likelihoods) p(y | M1) and p(y | M2) at
y = 15, and the Bayes factor

B12 =
p(y | M1)

p(y | M2)
.

Key point. The binomial coefficient
(52

15

)
must now be kept: it cancels in each

posterior, but a predictive is a probability of the data. (It cancels again in B12, since
both models share the same likelihood.)
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Question 5: p(y | M1), beta–binomial

p(y | M1) =

∫ 1

0

(
n

y

)
θy (1− θ)n−y θ

a−1(1− θ)b−1

B(a, b)
dθ =

(
n

y

)
B(a + y , b + n − y)

B(a, b)
.

With a = 1.445, b = 2.568, n = 52, y = 15:

log

(
52

15

)
= 29.1310

((52
15

)
= 4,481,381,406,320

)
logB(16.445, 39.568) = −34.2085

logB(1.445, 2.568) = −1.5960

log p(y | M1) = 29.1310− 34.2085 + 1.5960 = −3.4816 =⇒ p(y | M1) ≈ 0.0308

(The two log-Beta constants are the ones used to draw the prior and posterior densities.)
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Question 5: p(y | M2), discrete–binomial

p(y | M2) =
11∑
i=1

P(θ = hi )

(
52

15

)
h15
i (1− hi )

37

• A prior-weighted average of the
likelihood over the grid.

• It is exactly the denominator of the
discrete posterior (Question 4),
with

(52
15

)
kept.

p(y | M2) ≈ 0.0556

h Prior p(y | h) Product

0.05 0.05 0.000000 0.000000
0.10 0.07 0.000091 0.000006
0.15 0.10 0.004800 0.000480
0.20 0.12 0.038123 0.004575
0.25 0.15 0.099490 0.014923
0.30 0.17 0.119360 0.020291
0.35 0.15 0.077665 0.011650
0.40 0.11 0.029779 0.003276
0.45 0.06 0.006967 0.000418
0.50 0.01 0.000995 0.000010
0.55 0.01 0.000084 0.000001

Sum 0.055630
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Prior predictive distributions of y
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M1 spreads its predictive mass over almost all of 0, . . . , 52; M2 concentrates it near y ≈ 15, so
it predicted the data better.
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Question 5: Bayes factor

B12 =
p(y | M1)

p(y | M2)
=

0.0308

0.0556
= 0.553 ⇐⇒ B21 = 1.81

• log10 B21 = 0.257: the data favor the discrete prior M2, but only weakly (“barely
worth mentioning” on Jeffreys’ scale; 2 logB21 = 1.19 < 2 on Kass & Raftery’s).

• With equal prior model probabilities,

P(M1 | y) =
B12

1 + B12
= 0.356, P(M2 | y) = 0.644.

• The two posteriors for θ were almost identical, yet the marginal likelihoods differ:
the Bayes factor rewards the prior that put more mass where the data landed, and
penalizes the diffuse one.
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Question 5: R code

n <- 52; y <- 15; a <- ab[1]; b <- ab[2]

# M1: beta-binomial (work on the log scale)

lp1 <- lchoose(n, y) + lbeta(a + y, b + n - y) - lbeta(a, b)

p1 <- exp(lp1) # 0.0308

# check: extraDistr::dbbinom(y, n, a, b)

# M2: discrete-binomial

p2 <- sum(prior * dbinom(y, n, h)) # 0.0556

B12 <- p1 / p2 # 0.553

B21 <- 1 / B12 # 1.81

B12 / (1 + B12) # P(M1 | y) = 0.356
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