Bernoulli model with four Beta priors

Likelihood, priors, posteriors, prior predictives and Bayes factors
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Disclaimer: these slides (derivations, figures, computations and BTEX code) were prepared with
the assistance of Claude Opus 5.5 (Anthropic), an Al model, from the prompt reproduced on
the next slides. Content reviewed by the author, who is the sole responsible for the document.



The prompt given to the Al (1/2)

Let x_1,....x_n be a sample of zeros and ones.
Assume that the data comes from a Bernoulli model, ie.
x_1,...,x_n are iid Bernoulli(theta), where Pr(x_i=1)=theta, for theta in (0,1).

Let us compare the four posterior distributions of theta based on four priors and
keeping the likelihood (the model) the same.

Prior 1: theta ~ Beta(al,bl), al=bl=1 => U(0,1)
Prior 2: theta ~ Beta(a2,b2), a2=1,b2=5
Prior 3: theta ~ Beta(a3,b3), a2=2,b2=10
Prior 4: theta ~ Beta(a4,b4), a2=10,b2=2

We know that y=x_1+x_2+...+x_n=9 and n=27.



The prompt given to the Al (2/2)

1) Create one plot with the likelihood (normalized), prior and posterior for each
prior, separately
2) Create one plot with only the 4 posteriors and a vertical line at y=9/27=1/3 (the MLE)
3) Show the derivation of the prior predictive p(x_1,...,x_n|Prior i) for i=1,2,3,4.
4) When y=9 and n=27, compute Bayes factors and posterior model probabilities based on

a uniform prior for the 4 models (4 priors).
Observation: Obviously, the four priors are Beta(a,b) priors for different values of
a and b. Therefore 3) and 4) can be derived generically and subsequently apply for the
specific prior specifications.

Create slides in the latex/beamer format.

Why it works: model, data and priors stated precisely; numbered deliverables; a hint on
structure (derive generically, then specialize); output format named.



e Data: xy,...,x, € {0,1}, with x; | 0 7 Bernoulli(#), 6 € (0, 1).
e Sufficient statistic: y = >_7_; x;. Observed: y =9, n =27, so Omie = y/n=1/3.
e Likelihood:

n

L(O) = p(xt,. ., % | 0) = [[07(1 = 0)' = 6¥(1 - 0)" .
i=1

e Four priors, same likelihood:

a b E(#) comment

Prior1 1 0.500 U(0,1)
Prior2 1 5 0.167 mass near 0

Prior3 2 10 0.167 same mean, more concentrated
Prior4 10 2 0.833 mass nearl
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Conjugacy: Beta prior = Beta posterior

B 9371(1 o e)bfl

With 0 ~ Beta(a, b). p(6) = —p -5 r(a)l (b).

) where B(a, b) = m

PO | xin) ox 6 (1= 8)7 9 (1 = )1 = g7 31 — gy,

S0
0| x1., ~Beta(a+y, b+n—y).

e Normalized likelihood: L(6)/ fol L(0)d0 is the Beta(y + 1,n — y + 1) = Beta(10, 19)
density (= posterior under Prior 1).
aty a y . a+b
a+b+n Wa+b+( W)nWI v a+b+n

e Posterior mean: E(0 | x1.n) =



Prior, likelihood and posterior: Priors 1 and 2

Prior 2: Beta(1,5)

Prior 1: Beta(1,1)
— — Prior Beta(11) 51 \\ — — Prior Beta(1,5)
4 ++ Likelihood (normalized) \ +++ Likelihood (normalized)
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1) Prior, likelihood and posterior:

Priors 3 and 4

Prior 3: Beta(2,10)

= = Prior Beta(2,10)
» Likelihood (normalized)
=== Posterior Beta(11,28)

Beta(2,10) — Beta(11, 28)

Prior 4: Beta(10,2)

= = Prior Beta(10,2)
* Likelihood (northalized)
—— Posterior Betaf19,20)
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2) The four posteriors and the MLE

== Post. 1: Beta(10,19)

51 Post. 2: Beta(10,23)
== Post. 3: Beta(11,28)
44 = Post. 4: Beta(19,20)
——- MLEy/n=1/3
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Mean SD 95% Cl
P1 0.345 0.087 (0.186, 0.524)
P2 0.303 0.079 (0.161, 0.467)
P3 0.282 0.071 (0.154, 0.431)
P4 0487 0.079 (0.334, 0.642)

Priors 2-3 pull 6 below 1/3; Prior 4 pulls it
well above. With n = 27, Prior 4 (worth
a+ b =12 “pseudo-observations”) still
dominates a large share of the posterior.



3) Prior predictive: generic derivation

For 0 ~ Beta(a, b),

1 a—1 b—1
0°-1(1 - 0)
= = v - e
P3| 2.6)= [ ploan | 000080 = [ 07 Bab)
_ 1 ' aty—1 b+n—y—1 49 _ B(a+y, Chinlh y)
~ B(a, b)/0 o (1-9) 0= B(a, b)
_T(at+b)Fa+y)l(b+n—y)
" T(a)r(b) F(a+ b+ n)

e Depends on the data only through (y, n).

e Equivalently: (prior x likelihood)/posterior, evaluated at any 6.

e For y itself (Beta-Binomial): p(y | a, b) = ( )%B’Y) the (”) cancels in Bayes
factors.



3) Prior predictive for each prior (y =9, n = 27)

Prior 1: p; = % = 9!2;3! =7.620 x 10°
Prior 2: po = B}ét?:i?) = 9|3§|2| =7.751 x107°
Prior 3: p3 = BB((121”1208)) =110 103!82!7! =8.310x107°
Prior 4: py = 1?3((11967220)) =110 183!81!9! =1.638x 107"

(using B(a, b) = Lt for integers, so 1/B(1,1) = 1, 1/B(1,5) = 5,

1/B(2,10) = 1/B(10,2) = 110.)
Log scale: log p; = —18.693, —18.676, —18.606, —22.532.
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4) Bayes factors and posterior model probabilities: generic

Model M;: Bernoulli likelihood + Beta(a;, b;) prior.

BF.: — p(Xl:n | Ml) _ B(a,’ +_y, b,‘ +n —y) ) B(aj, bj)
Y plan | M) B(aj+y,bj+n—y) B(a,b;)

With prior model probabilities Pr(M;),

4
PH(M; | ) = gDt | M) eip=ia b _ (9~

S Pr(Mi) p(xin | Mi) S k1 P 1

BFk;>
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4) Results for y =9, n =27

Bayes factors BFj; (row i vs column j) Posterior model probabilities
f B =1/4
" v s Ve (uniform Pr(M;) = 1/4)
My 1 0983 00917 46.52 Model Pr(M; | x.0)
M, 1.017 1 0.933 47.32 1: Beta(1,1) 0.320
M; 1001 1072 1 5074 ,: Beta(1,5) 0.325
M, 0.021 0.021 0.020 1 3: Beta(2, 10) 0.349
4. Beta(10, 2) 0.007

e Priors 1-3 are essentially indistinguishable (BF = 1); Prior 3 is marginally preferred.

e Prior 4 placed most mass near 6 =~ 0.83, far from y/n = 1/3: data favor every other model by a
factor of ~ 50.
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Appendix: R code

y <= 9; n <= 27
a<-c(1, 1, 2, 10); b <- c(1, 5, 10, 2)
th <- seq(0.001, 0.999, length = 1000)
lik <- dbeta(th, y + 1, n - y + 1) # normalized likelihood
par (mfrow = c(2, 2))
for (i in 1:4) {
post <- dbeta(th, alil + y, b[i]l + n - y)
plot(th, post, type = "1", 1lwd = 2, ylim = c(0, max(post, lik, dbeta(th, alil, b[il))),
xlab = expression(theta), ylab = "density", main = pasteO("Beta(", alil, ",", b[i], ")"))
lines(th, dbeta(th, alil, b[i]), 1ty = 2); lines(th, 1lik, lty = 3)
}
par (mfrow = c(1, 1))
matplot(th, sapply(1:4, function(i) dbeta(th, al[i] + y, b[i] + n - y)), type = "1",
1ty = 1, lwd = 2, xlab = expression(theta), ylab = "posterior")
abline(v =y / n, 1ty = 2)

logp <- lbeta(a + y, b + n - y) - lbeta(a, b) # log prior predictive
BF  <- exp(outer(logp, logp, "-")) # BF[i,j]l = p_i / p_j
pmp <- exp(logp - max(logp)); pmp <- pmp / sum(pmp) # uniform model prior

round(BF, 3); round(pmp, 4)
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